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Logistics

e Due: Thu, Oct 7 (Pacific)

 Team-finding spreadsheet available here

_ * Assignment 1 will be up soon

* First team task: project proposal, Thu, Oct 14
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https://docs.google.com/spreadsheets/d/1VSnfNYLTvMzEYzr5e1Qhsw1MCHfqzrkgz1kLesuF78M/edit?usp=sharing

Today's lecture

Rewards

Q-learning
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Reinforcement Learning

Unsupervised
Learning

Supervised
Learning

Machine
Learning

Reinforcement
Learning
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RL: what makes it different?

No direct supervision, only rewards
Feedback is delayed, not instantaneous

Time really matters, i.e. data is sequential
Agent’s actions affect what data it will receive

* Fly stunt maneuvers in a helicopter
* Defeat the world champion at Backgammon

*  Manage an investment portfolio

* Control a power station
*  Make a humanoid robot walk

* Play many different Atari games better than humans
*  Beat the world champion in Go

7
_ slides by Prof. Sameer Singh

Examples
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Agent—-environment interface

* Agent

» Decides on next action

> Receives next reward ovsevaton /[ acton

> Recelves next observation

e Environment

> EXxecutes the action — changes its state

» (Generates next observation

> Supervisor: reveals the reward
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Example: Atari

e Rules are unknown

» What makes the score increase?

 Dynamics are unknown

> How do actions change pixels?

e L B e o O Ay o 5 3 0 e L T S 0 ) P S O S e Ty . e e

https://www.voutube.com/watch?v=V1eYniJORnk

Roy Fox | CS 175 | Fall 2021 | Lecture 2: Reinforcement Learning


https://www.youtube.com/watch?v=V1eYniJ0Rnk
https://www.youtube.com/watch?v=V1eYniJ0Rnk

Sequential decision making

* Reinforcement learning = learning to make sequential decisions

* Challenges:
> Online learning: reward is only given for actions taken (not for other actions)
> Active learning: future “instances” determined by what the learner does
» Sequential decisions: which of the decisions gets credit for a good reward”?
e Examples:

> Fly drone ¢ play Go * trade stocks * control power station « control walking robot

« Rewards: track trajectory * win game * make $ * produce power (safely!)
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Long-term planning

e Tradeoff: short-term rewards vs. long-term returns (accumulated rewards)
> Fly drone: slow down to avoid crash?
» Games: slowly build strength? block opponent? all out attack?
» Stock trading: sell now or wait for growth?
> Infrastructure control: reduce output to prevent blackout?

> Life: invest in college, obey laws, get started early on course project

* Forward thinking and planning are hallmarks of intelligence
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Intelligent agents

» Agent outputs action a,

observation

. —ll
> Function of the context: a, = f(x,) o,

- Perhaps stochastic: z(a, | x,)

e \What is the context needed for decisions?

> Ignore all inputs? (open-loop control = sequence of actions)

> Current observation o,?
> Previous action a,_;? reward r,_?

> All observations so far o_,?

reward T Rt
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Agent context x,

o Observable history: everything the agent saw so far
» h, = (0y,a(,7(,09y ..., Q,_1,T,_1,0,)

» The context x, used for the agent's policy z(a, | x,) can be:

» Reactive policy: X, = o, (optimal under full observability: o, = §))
> Using previous action: x, = (a,_, 0,) = can be useful if policy is stochastic

> Using previous reward: x, = (r,_;, 0,) = extra information about the environment
> Window of past observations: x, = (0,_3, 0,_», 0,_, 0,) = better see dynamics

> Generally: any summary (= memory) of observable history x, = f(h,)
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Example: Table Soccer

https://www.youtube.com/watch?v=CIF2SBVY-J0O
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https://www.youtube.com/watch?v=CIF2SBVY-J0
https://www.youtube.com/watch?v=CIF2SBVY-J0

Today's lecture

The RL setting

Q-learning
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Agent-Environment Interface
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e decides on an action
* receives next observation

* receives next reward

Environment

e executes the action
 computes next observation

e computes next reward

_ slides by Prof. Sameer Singh
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Reward, R,

Nothing about WHY it is
doing well, could have

little to do with A4

How well the +, positive (Good)
agent is doing -, negative (Bad)

Agent is trying to maximize its cumulative reward
(as opposed to instantaneous reward)

_ slides by Prof. Sameer Singh
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Example of Rewards

* Fly stunt maneuvers in a helicopter
* +ve reward for following desired trajectory
* -ve reward for crashing

* Defeat the world champion at Backgammon
* +/-ve reward for winning/losing a game

*  Manage an investment portfolio
* +ve reward for each S in bank
*  Control a power station

* +ve reward for producing power
* -ve reward for exceeding safety thresholds

*  Make a humanoid robot walk
* +ve reward for forward motion

* -ve reward for falling over

* Play many different Atari games better than humans
* +/-ve reward for increasing/decreasing score

_ slides by Prof. Sameer Singh
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Sequential Decision Making

Actions have long term consequences
Rewards may be delayed

May be better to sacrifice short term reward for long term benefit

- Afinancial investment (may take months to mature)

- Refuelling a helicopter (might prevent a crash later)

»  Blocking opponent moves (might eventually help win)

» Spend a lot of money and go to college (earn more later)

« Don’t commit crimes (rewarded by not going to jail)

* (et started on course project soon (make it an easy quarter)

Examples

A key aspect of intelligence, how far ahead are you able to plan?

10
_ slides by Prof. Sameer Singh
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Reinforcement Learning

Given an environment
(produces observations and rewards)

Reinforcement

Learning

\ 4
Automated agent that selects actions
to maximize total rewards in the environment

11
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Let’s look at the Agent

observation action
ﬁ ﬁ
O, A

What does the choice of action depend on?

* Can you ignore O, completely?
* |sjust O; enough? Or (O,,A,)?

* s it last few observations?

* s it all observations so far?

12
_ slides by Prof. Sameer Singh
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Agent Policy,

Current state _ Next action
St At
Deterministic Policy: A, = m(5;)
Stochastic Policy: n(als) = P(A; = a|S; = s5)

Good policy: Leads to larger cumulative reward
Bad policy: Leads to worse cumulative reward

(we will explore this later)

14
_ slides by Prof. Sameer Singh
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What’s the Best Policy?

Total reward in perpetuity is not ideal

* We usually care a little about short term rewards

* Same amount of reward, prefer now rather than later

* There is uncertainty in the future, our guess might be wrong

* Mathematically, sometimes impossible to deal with

Total Return: Discounted Future Reward

_ 2 3
It =Tt T VTt41 TV Teg2 TV T3

Je =T + V(41 + VT2

* If y is close to 0, “myopic” evaluation; close to 1, “far-sighted” evaluation

2
~ Y Tt+3

Y: D u.w\“‘l‘s (’C‘( W

Q¢ Y ¢ |
(gt =7"t+)’gt+1)

* If all sequences terminate, you still can use undiscounted, i.e.y =1

CS 175: PROJECTS IN Al (FALL 2019) 7
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Anatomy of an RL Algorithm

\¢ ™ 5&30&"‘

{145.0\)‘r>\S

Estimate the Return

I EICLERE ]IS

(run the policy)

Improve the Policy

"lT & TV & .

New

CS 175: PROJECTS IN Al (FALL 2019)
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Aside: Only from rewards?

Learning from demonstrations (imitation learning)
> Directly copying observed behavior ,
MW\L (\L

o Inferring rewards from observed behavior
(inverse reinforcement learning)

Learning from observing the world
o Learning to predict

> Unsupervised learning

Learning from other tasks
o Curriculum learning: easier to tougher tasks

> Transfer learning
o Meta-learning: learning to learn

Sergey Levine (Berkeley) CS 175: PROJECTS IN Al (FALL 2019)

slides by Prof. Sameer Singh
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Today's lecture

The RL setting

Rewards
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‘P Y o+ ¥ ey

Q-Values

q(s,a): Best possible returns for taking action a in state s @

—r4+vm y
- q(s,a) =r+ymaxq(s,a)
al

O

T

If you know the g-values, the policy should follow it!

a ¢

- (s,a) = argmaxq(s,a’)
al’

It’s not so simple!
> Q-values need to be estimated from a reasonably good policy

> A policy can be improved from a Q-value!

CS 175: PROJECTS IN Al (FALL 2019)

slides by Prof. Sameer Singh
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Anatomy of an RL Algorithm

\¢ ™ 5Q°Aq'

&<S)O\)r>‘s

Estimate the Return

CIECLERE ]S

(run the policy)

Improve the Policy

"lT & TV & .

New

CS 175: PROJECTS IN Al (FALL 2019)
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Tabular Q-values

nyM
g\ Do G, - O States )V.\
e Rows in the table
Co
G

Actions , Y™
e Columns in the table

T R(s,8)e R

Q-values

* Think of it as a “dictionary” / lookup table
* G@Given a (state, action), returns a value

e @iven a state, returns values of all actions

CS 175: PROJECTS IN Al (FALL 2019)
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Q-Learning Algorithm

Improve Q (How??)

<$'°‘\‘(,S'>

How do we F Fit a Model /
Estimate the Return

generate samples??

Generate Samples

(run the policy)

Improve the Policy

SO,TYO

Use Q to Improve Policy (How??)

Based on slides by Sergey Levine CS 175: PROJECTS IN Al (FALL 2019)

slides by Prof. Sameer Singh
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Improving the Policy

Goal: We have current Q-values, how can we use it to improve/get a policy

T‘_(S) — Ov ‘)Vo‘:‘o\’( 1(‘!0\)

If Optimal Q-value, Optimal 1t is Easy

An optimal policy can be found by maximising over g.(s, a),

acA
0 otherwise

1 if a=argmax g.(s, a)
m«(als) =

nxl|

T

Based on slides by David Silver CS 175: PROJECTS IN Al (FALL 2019)

slides by Prof. Sameer Singh
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Q-Learning Algorithm

Improve Q (How??)

How do we F Fit a Model /
Estimate the Return

generate samples??

I EICLERE ]IS

(run the policy)

Improve the Policy

E[ = Greedy(Q)j

CS 175: PROJECTS IN Al (FALL 2019)
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Generate Samples

(run the policy)

Following the Policy

Goal: We need a policy to follow to improve our Q-estimate

aod/] r .ﬁ—' R (5,0)

OVGMoy* Q(S / q)
08

CP.
I

Obvious choice: Follow the greedy policy?

CS 175: PROJECTS IN Al

slides by Prof. Sameer Singh
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e-Greedy Exploration

m Simplest idea for ensuring continual exploration

m All m actions are tried with non-zero probability

m With probability 1 — € choose the greedy action

m With probability € choose an action at random
e/m+1—e€ if a* =argmax Q(s, a)

m(als) = acA
€/m otherwise

CS 175: PROJECTS IN Al (FALL 2019)

slides by Prof. Sameer Singh
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Q-Learning Algorithm

(Improve Q (How??))

‘ (5’0\",5')

( K F Fit a Model /
Follow €-Greedy(Q) Estimate the Return

I EICLERE ]IS
(run the policy)

Improve the Policy

T = Greedy(Q)

CS 175: PROJECTS IN Al (FALL 2019)
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| "H$%&'()*+,)-&(./0

S.A
R

S’

A’

R(S,A) « Q(S,A) + « (R + max Q(S',a") — Q(S, A))

9., <=#>?#,@A=<#BC#D.EA=#"A@E<F "#$%&'#()*+,1-"#./#0.#12033#45$67
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Q(S, 4) + Q(S, 4) + a|R + ymax, Q(F',a) — Q(S, A)]
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|

Initialize Q(s,a),Vs € 8,a € A(s), arbitrarily, and Q(terminal-state,-) =0
Repeat (for each episode): = ¢ -_ 1,
Initialize S K
Repeat (for each step of episode):
Choose A from S using policy derived from @ (e.g., e-greedy)
Take action A, observe R, S’
Q(S,A) «+ Q(S,A) + a[R + vy max, Q(S",a) — Q(S, A)]
S+ S

until S is terminal

9., <=#>?#,@A=<;#BC#D.EA=#"A@E<F "#$%&'#()*+,1-"#./#0.#12033#45$67
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Logistics

e Due: Thu, Oct 7 (Pacific)

 Team-finding spreadsheet available here

_ * Assignment 1 will be up soon

* First team task: project proposal, Thu, Oct 14
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