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Summary
• We show that the entropy-regularized Bellman operator is unbiased  

when applied to Gaussian Q estimator with inverse-temperature


• This     schedule yields a provably unbiased TD learning  algorithm


• Empirically, such bias reduction improves convergence
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Why unbiased?

• Bias is like unknown boxes

• Which content is heavier?

• Better scales can't help

Crucial for downstream decisions:

• Exploration

• Further TD updates

Unbiased softmax
Proposition. Let a P t0, 1u, andQpaqa value estimator such thatQp0q«Qp1q ã NpµA,�2

Aq.
For � Ò 2|µA|
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, the softmax expectation ofQ is an unbiased estimator of the optimal value

maxaErQpaqs.
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Entropy-regularized Bellman operator

Regularized Bellman operator: BF rQsps, aq “ Err|s, as ` � Es1|s,a„prEa1|s1„⇡F
Q

rQps1, a1qss
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⇡F
Qp¨|sq “ argmax

! p¨|sq
Ea|s„! rFQ,! ps, aqs
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for

FQ,! ps, aq ÒQps, aq « �´1 log ⇡pa|sq
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Entropy-regularized objective:

Experiments

Entropy-regularized Q-learning

Entropy-regularized Q-learning (EQL)

Initialize Q1, . . . , Qk ã N pQû, ! 2q
for each ps, a, r, s1q do

pµA , ! 2
A q! pmean, varqtQi ps1, 0q « Qi ps1, 1quki Ò1

" ! 2|µA |
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Qi ps, aq! p1« #qQi ps, aq` #pr ` softmaxa1pQi ps1, a1q; " qq @i Ò 1, . . . , k
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